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1 Regression Overview

• We have data about the world that we would like to understand. In particular, we are inter-

ested in establishing a causal relationship between some independent variable (or variables),

X, and an outcome, Y.

• Draw data on the board. What does a regression do?

– Fits a line through the data, how?

1All errors are my own. Please email me at vbaranov@uchicago.edu with questions or comments.
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– Minimizes the vertical distance between the points and the line, i.e., minimizes the sum

of squared residuals

� Relate equation to graph: yi = β0 + β1xi + εi

– Why it’s called Ordinary Least Squares (OLS)

– What does adding additional variables to a regression do? Namely, what is the inter-

pretation of a coefficient in such a regression?

� What is the interpretation of β1 in yi = β0 + β1x1i + β2x2i + εi?

• Under what conditions does regression analysis (OLS) give consistent and unbiased estimates

of the “true” parameter?

1. The true model is linear (in the coefficients)

2. Exogeneity: the error term in the regression is not correlated with the independent

variables

E(εi|xi) = 0

3. Homoskedasticity: the variance of the error term is the same for all observations

E(ε2
i
|xi) = σ2

4. No serial correlation: the error term is not correlated across individual observations

E(εiεj|x) = 0 ∀i, j

5. Normality: the error terms are distributed iid normal2

εi ∼ N(0, σ2)

• Question about assumption (1): What if the data are nonlinear?

– For example, if we modeled how tall a plant grows as a function of how much it is

watered. Do we believe that the true model looks like yi = β0 + β1x1i + εi?

– What if we watered it too much? Most likely the relationship looks more like yi =

β0 + β1x1i + β2x2

1i
+ εi

– In this example, what is the sign of β1? Of β2? What does these data look like if we

drew it?
2This assumption is very restrictive, and is not needed in general. It does, however, imply assumptions (3) and

(4).
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– Another example: Cobb-Douglas production function, Y = AKαLβ; we want to learn

what α and β are. This model is not linear in the coefficients so we cannot do OLS on

this directly, but we can take logs! Then we have

lnY = lnA+ α lnK + β lnL

so we have transformed the data so that we can apply OLS.

• In matrix notation, we can write the model Y = Xβ + ε, and the OLS estimator is given by

β̂ = (X �X)−1(X �Y )

2 Problems with OLS (endogeneity)

• What are the different ways in which the assumption E(ε|x) = 0 is violated?

2.1 Omitted variable bias

• What if we estimate

yi = β0 + β1xi + εi (1)

but the true relationship was given by

yi = β0 + β1xi + β3ωi + εi. (2)

• We want to learn about β1, do we have a problem if we estimate (1)? What if there is a

relationship between xi and ωi? Namely, ωi = bxi.

– Possibility 1: The true b = 0, the two variables are not correlated, this doesn’t effect

our estimate of β1

– Possibility 2: The true b �= 0, then we have a problem

yi = β0 + β1xi + β2(bxi) + εi

= β0 + (β1 + β2b)� �� �
the OLS estimate

xi + εi

• Example? [Wages on education, omitting ability]
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2.2 Reverse causality

• Outcome variable may cause the X variables to change

• yi = β0 + β1xi and xi = γ0 + γ1y1 [HIV prevalence and sexual behavior]

2.3 Measurement error (ME)

• Many variables are not measured perfectly, especially in developing countries this can be a

big problem

• How does ME impact the point estimates (a particular coefficient) from OLS?

– Main point: In classical measurement error (which is the most common assumption)3,

ME biases the estimate downward

– How can we see this? Recall that in a simple regression

yi = β0 + β1xi + εi

we can write the OLS estimate for β1 as 4

β̂1 =

�
N

i=1
(yi − ȳ)(xi − x̄)

�
N

i=1
(xi − x̄)2

=
1

N

�
N

i=1
(yi − ȳ)(xi − x̄)

1

N

�
N

i=1
(xi − x̄)2

=
cov(y, x)

var(x)

– Assume x is measured with error: so we observe x�

i
= xi+ui and the estimated regression

looks like

yi = β0 + β1x
�

i
+ εi

– What happens when we estimate β1? Well, using the covariance -over-variance ap-

3Classical measurement error, which is what I assume here, means that the errors from the measurement error
u are not correlated with the true x or the error in the regression ε.

4Note: Although I write that the estimator equals covariance over variance, that is not precisely correct. It
actually converges (in probability) to covariance over variance as the number of observations gets large. It’s called
a probability limit, or plim.
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proach,

β̂1 =
cov(y, x�)

var(x�)
=

cov(β0 + β1xi + εi, xi + ui)

var(xi + ui)

=
cov(β0, xi + u) + cov(β1xi, xi + u) + cov(εi, xi + u)

var(xi + u)

= β1

var(xi)

var(xi) + var(u)

– Since 0 < var(xi)

var(xi)+var(u)
< 1 , we see that the coefficient is biased downward (toward

zero)

3 Solutions

3.1 Randomization

• We will talk more about this in later TA sessions

• Essentially, by randomly assigning some individuals to treatment (the treatment group) and

others not (the control group), we eliminate the endogeneity problem because the impacts

of the unobserved (omitted) variables should be on average zero.

• Let treatment be the xi variable, in the context above, we impose ωi = 0xi by assigning xi

randomly. This way it cannot possibly be correlated with anything else.

3.2 Instrumental Variables

• Quick and dirty introduction or review to IV

• Setup:

– True model: yi = β0 + β1xi + γωi + εi

– Observed model: yi = β0 + β1xi + εi

• Problem: do not observe ωi, but we know it’s correlated with xi and yi⇒we have an endo-

geneity problem

• If we have an instrument, zi that is correlated with xi but not correlated with the error term

then we have a possible solution to our estimation problem

• The following assumptions are required to use the IV approach
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– IV1: xi = δ + µzi + ηi (this assumption can be tested)

– IV2: E(εi|zi, xi) = 0 (this assumption cannot)

• The requirement of an instrument is that it is correlated with xi but not correlated with yi

except through xi (in our setup, this means zi is not correlated with ωi)

• Note: although the setup is for the omitted variable case, this also applies to simultaneity or

reverse causality and measurement error

• How is this implemented? We can do this in two stages, called Two Stage Least Squares

(2SLS)

– First stage: estimate xi = δ + µzi + ηi, obtain x̂i

– Second stage: regress yi = β0 + β1x̂i + εi

– Intuition: you only use the variation in xi that is NOT correlated with the error term

• In one stage (and in matrix notation), the IV estimator is β̂IV = (Z �X)−1(Z �Y )

• Example, quarter of birth and schooling (see Angrist and Kreuger, 1991)

– Because of school start age policy and compulsory schooling laws, the quarter of birth

determines which how much schooling you have had at the dropout age

– Quarter of birth determines years of schooling but is not correlated with the error

(namely, it can ONLY effect income through the effect of education)

3.3 Fixed effects

• Panel data: multiple years for a given place/individual/etc and something changes during

the time you observe them

– Eg. Again consider a 10 year sample of villages during which they begin offering anti-

worm medicine in school

• Intuition: there is some level effect for each individual/village, and you want to difference

out that effect before estimating the effect of treatment

– Villages differed in the attendance rates at schools before the intervention (for some

other reason)
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• Setup (imagine you have two time periods):

yi,1 = α + βxi,1 +ΨZi + εi,1

yi,2 = α + βxi,2 +ΨZi + εi,2

We can’t observe Zi and we know they are correlated with xi. Can we estimate these

regressions separately, without controlling for Zi? No, this would result in a bias due to

omitted variables.

• But since we observe both years, we can take the difference of the two equations (First

Differences):

yi,2 − yi,1 = β(xi,2 − xi,1) + ηi

we’ve differenced out the Z components, and now we can estimate β.

• Fixed effects, in general, similar to this, except now we may have observations for more than

2 periods, so we difference out the average over time for each individual:

yit − ȳi = β(xit − x̄i) +Ψ(Zi − Z̄i)� �� �
=0

+ηit

• Good for instances when you have constant (time-invarying) things you can’t observe

• Bad for instances when you have things that vary over time, and among individuals within

a group

3.4 Difference-in-difference

• What if I observe two areas or situations that are in one period, but in the next period one

place something changes and in the other not

– Can identify effects based on comparing the changer to the non-changer

– Schematic representation:
Before After

Treated yT
t

yT
t+1

Control yC
t

yC
t+1

– The effect of treatment is given by the diff-in-diff estimator: DD = (yT
t+1

−yT
t
)− (yC

t+1
−

yC
t
)

– Draw graph
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– Give example of canonical NJ/Penn min wage law

– Key idea is that by comparing the change in the treated to the change in the non-

treated, you remove any confounding effect that is driving both groups to change from

one period to the next as well as any effect that may resulting from the two groups

having difference levels

– One way to thing about this is the following: If the true model looks like this: yit =

α + β(treati × aftert) + δt + γi + εit where δt are unobserved time-varying effects that

are the same for both groups and γi are individual specific effects that don’t vary with

time

� Take the change for the treated yT
it+1

− yT
it
= β + δt+1 − δt + εT

it+1
− εT

it

� And the change for the control yC
it+1

− yC
it
= δt+1 − δt + εU

it+1
− εU

it

� Then difference those and take the average

(yT
it+1

− yT
it
)− (yC

it+1
− yC

it
) = β + (εT

it+1
− εT

it
)− (εC

it+1
− εC

it
)

� �� �
goes to zero when averaged

• How to find this effect in a regression form

yit = β0 + β1treatedi + β2(aftert) + β3(treatedi × aftert) + εit

where treated = 1 if i is ever treated, and after = 1 if the outcome measurement is for the

after period

• DD = β̂3 = (ȳT
t+1

− ȳT
t
)− (ȳC

t+1
− ȳC

t
) and we can also express this term in expectations

DD = E[Yit|T = 1, A = 1]− E[Yit|T = 1, A = 0]

− [E[Yit|T = 0, A = 1]− E[Yit|T = 0, A = 0]]

• How is this different from randomization?

– If we have randomization, we can just compare the after

– DD takes into account that there may be differences before the treatment, but it assumes

that in absence of treatment the two groups would have changed at the same RATE

(would have similar trends in absence of treatment)

� this assumption can be problematic, can’t be tested directly, but can look backward

in time to look for differential pre-trends

• What are the interpretations of the other coefficients in the regression?
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– β̂0 : the average value of the outcome variable for those that never got treated in the

before period

– β̂1 : the average of the difference in outcome in the before period for those that were

treated and those that weren’t

– β̂2 : the average of the difference in outcome between the after period and before period

for those that were never treated

– β̂3: the average difference between the difference of before and after for the treated and

the difference of before and after for the non-treated (hence, differences-in-differences)

4 Policy evaluation

• Economists are often interested in learning the effect of a policy or treatment on a group of

individuals

– Ex. What is the effect of job training programs (treatment) on earnings for those that

participate?

• Most commonly, we want to learn the average treatment effect (ATE):

– ATE = E[Y1i − Y0i]

• Problem of the missing counterfactual: if individual undergoes treatment, then we do not

observe their outcome for the untreated state (and vice versa)

• Consider a simple example:

– Setup: Yi = α + δTi + εi where we can consider Yi = TiY1i + (1 − Ti)Y0i the observed

outcome (this is often referred to as the switching regression)

– What if you estimate δ by just taking the difference in Y ’s for those that were treated

and those that were not? In our notation:

δ̂OLS = E[Y1i|T = 1]− E[Y0i|T = 0]

– This is the OLS estimator of the treatment effect. Can you prove it?

– What are some problems with this method?

– We can expand out the above expression to better understand this problem:

E[Y1i|T = 1]− E[Y0i|T = 0] =
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E[Y1i|T = 1]− E[Y0i|T = 1]� �� �
treatment effect

+(E[Y0i|T = 1]− E[Y0i|T = 0])� �� �
selection bias

– Relating this to the problems we encountered last week: selection bias is an endogeneity

problem, or

E[ε|T ] �= 0

– How are the two related? Look at the selection bias term:

(E[Y0i|T = 1]− E[Y0i|T = 0])� �� �
selection bias

=

E[α + ε0i|T = 1]− E[α + ε0i|T = 0] = E[ε0i|T = 1]− E[ε0i|T = 0]

– What is the intuition here?

� Assume you are in a developing country testing the impact of a drug that treats

intestinal worms on school attendance, and you, the experimenter offer treatment

to whoever wants it free of charge. Don’t know attendance before trial, and no way

to test for worms.

� Then you compare the school attendance of kids who were treated to that of kids

who weren’t, and you find that the difference is nil. Does this mean your program

was not successful?

� What if all of the kids who had worms (and who originally had poor attendance)

were the ones that came for the drug, and the kids who didn’t have worms (and

thus attended school) didn’t.

· This is what we call selection on unobservables: it is another way of describing

omitted variable bias. Some unobservable characteristic is driving individuals

into treatment → E[ε|T ] �= 0

• Economists employ different methods in estimating the counterfactual

– Randomization

– Difference-in-difference

– Propensity score matching

5 Departures from Perfect Randomization

• Randomization is the ideal solution to solving the endogeneity problem if done properly
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• The idea is that in an experiment, we can randomly assign treatment to people, that way

you force error term (and the outcome variable) to be not correlated with the treatment

assignment

– That is, you impose E[Y0i|T = 1] = E[Y0i|T = 0]

– This is called balancing the selection bias

• Even under a controlled experiment with proper randomization, those that are assigned

treatment don’t take it up while those in the control group do take up treatment

– This case is refereed to partial compliance and needs to be dealt with properly

• The setup:

Yi = α + βTi + εi (3)

where Ti =





1 if get treatment

0 if don’t
. Now since we don’t have full compliance, some people

assigned to treatment don’t get it and some people that are assigned to control do! Let

Zi =





1 if assigned to treatment

0 if assigned to control
.

• If we estimate a simple OLS of (1) then we would have a problem

– Why? β̂OLS = E[Yi|Ti = 1] − E[Yi|Ti = 0] the actually treatment is not random, still

have selection

– But we have a variable Z that is correlated with T and not correlated with Y (because

it was assigned randomly)

– This means the random assignment itself is our instrumental variable

• Wald Estimator is given by

βW =
E[Yi|Zi = 1]− E[Yi||Zi = 0]

E[Ti|Zi = 1]− E[Ti||Zi = 0]
(4)

and is the same as the IV estimate using the dummy Z as an instrument

• Identifying assumptions for the Wald estimator to consistently estimate β

1. Independence: (Y C

i
, Y T

i
, Ti(1), Ti(0)) is independent of Z

2. Monotonicity: Either Ti(1) ≥ Ti(0) or Ti(1) ≤ Ti(0) for all i
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• Manipulate the numerator of (2)

E[Yi|Zi = 1]− E[Yi||Zi = 0]

= E[Ti(1)Y
T

i
+ (1− Ti(1))Y

C

i
|Zi = 1]− E[Ti(0)Y

T

i
+ (1− Ti(0))Y

C

i
||Zi = 0]

= E[(Ti(1)− Ti(0)) (Y
T

i
− Y C

i
)] + E[Y C

i
|Zi = 1]− E[Y C

i
||Zi = 0]� �� �

=0 by independence

• We can expand this thing that’s left over

E[−(Y T

i
− Y C

i
)|Ti(1)− Ti(0) = −1]P (Ti(1)− Ti(0) = −1)

+E[0 ∗ (Y T

i
− Y C

i
)|Ti(1)− Ti(0) = 0]P (Ti(1)− Ti(0) = 0)

+E[Y T

i
− Y C

i
|Ti(1)− Ti(0) = 1]P (Ti(1)− Ti(0) = 1)

but one of the terms from the top or bottom line is zero because of monotonicity. Middle

term is zero, so we are only left with E[Y T

i
− Y C

i
|Ti(1)− Ti(0) = 1]P (Ti(1)− Ti(0) = 1) .

• Conveniently P (Ti(1)− Ti(0) = 1) = E[Ti|Zi = 1]− E[Ti||Zi = 0]

• If we plug in what we found for the numerator we get

βW =
E[Yi|Zi = 1]− E[Yi||Zi = 0]

E[Ti|Zi = 1]− E[Ti||Zi = 0]

=
E[Y T

i
− Y C

i
|Ti(1)− Ti(0) = 1] (E[Ti|Zi = 1]− E[Ti||Zi = 0])

E[Ti|Zi = 1]− E[Ti||Zi = 0]

= E[Y T

i
− Y C

i
|Ti(1)− Ti(0) = 1]

• That was a lot of math! But, the important point is the interpretation: the Wald estimator

gives the effect of treatment on those whose treatment status was affected by the instrument

(this is also known as the local average treatment effect- LATE)
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